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1 Introduction

The majority of modern linguistic theories view an individual language user’s
knowledge of language as consisting of a series of autonomous, language-specific
modules. The notions of autonomy of syntax and semantics and the specialisa-
tion of cognitive apparatus for acquisition and processing of language are central
to the most influential linguistic theories of modern times (Chomsky, 1965, 1980,
1981, 1987, 1995). In these theories knowledge of language is described in terms
of the manipulation of abstract symbolic units specific to each autonomous mod-
ule. Information of specific types may be passed between modules at specific
points in the process of producing or interpreting an utterance but there is no
interaction between the processes which apply in separate modules.

A small group of linguistic theories reject these core assumptions of Chom-
skyan linguistics. These theories, known variously as cognitive linguistics (Har-
ris, 1989, 1990), cognitive grammar (Langacker, 1982, 1984, 1986, 1987), con-
struction grammar (Fillmore, 1988) and functionalism (Bates & MacWhinney,
1982, 1987; Givon, 1979, 1984), are based on the assumption that knowledge of
language is a product of general cognitive abilities and general cognitive appara-
tus. They reject the notion of the modularised linguistic competence, favouring
a highly interactive approach. Langacker (1986) espouses this interactive ap-

proach when he suggests that grammatical constructions

...are not a well-defined set and cannot be algorithmically derived
by the limited mechanisms of an autonomous grammar. Rather their
construction is attributed to problem-solving activity on the part of
the language user, who brings to bear in this task not only his grasp
of linguistic convention, but also his appreciation of the context, his
esthetic sensibilities, and any aspect of his general knowledge that

might prove relevant.
(Langacker 1986, p17)

In addition to abandoning the notion of the modularity of language com-



petence, cognitive linguists' differ from more traditional linguistic theories in
their assumptions regarding the internal representations of the language user’s
competence and the manner in which these are manipulated. Chomskyan theo-
ries of syntax posit a limited number of representations which can be combined
in a limited number of ways. Idiomatic language, which does not follow the
proposed rules of the general grammar, is usually ignored. In contrast, cogni-
tive linguists emphasise the need to describe all language using the full possible
range of descriptive rules, from very general rules which describe a large range of
utterances to the highly specific rules which can account for idiomatic language.
Fillmore (1988) suggests that rules capable of describing the irregular forms of
language would also be capable of dealing with the more regular forms.

The two camps also differ in their conception of the internal representations
underlying knowledge of the semantics of language. Chomskyan theories favour
a compositional approach to meaning where “the meaning of an expression is
a monotonic function of the meaning of its parts” (Cann 1993, p4). Cognitive
linguists favour a non-compositional approach to meaning - “the relationship
between word meaning and sentence meaning should not be viewed as a simple
one of part to whole, but as one of abstract to specific” (Harris 1990, p14).

These fundamental differences in the conception of the nature of an individ-
ual language user’s competence result in different approaches to the problem of
language acquisition. The problem of acquiring knowledge of a language from
exposure to that language is known as the projection problem (Peters, 1972;
Baker, 1979). Solving the projection problem requires the ability to generalise
beyond the set of utterances an individual has experienced to novel utterances,
but to do so in a constrained manner which avoids overgeneralisation. The pro-
jection problem is compounded by the “no negative evidence” problem (Bower-
man, 1988), also known as “Baker’s paradox” (Pinker, 1989). It is widely held
that children do not receive explicit evidence identifying ungrammatical forms

(Brown & Hanlon, 1970). If this is the case, how do children identify and avoid

IThe term “cognitive linguists” will be used to refer to the broad church of theories en-

compassing cognitive grammar, construction grammar and functionalism



producing ungrammatical utterances? Children clearly do solve these problems
- language acquisition is a near-universal phenomenon, prevented only by ge-
netic deficits (Gopnik, 1994) or complete lack of linguistic input (Curtiss, 1988;
Mason, 1942).

Chomskyan linguistic theories explain this near-universal acquisition in terms
of an innate knowledge of possible natural languages, a Universal Grammar
(Chomsky, 1980, 1981) or Bioprogram (Bickerton, 1981, 1984, 1988) which con-
strains and guides the language acquisition process. Linguists who reject the
hypothesis of a language-specific component of the brain prefer to explain the
near-universal acquisition of language in terms of maturational processes (El-
man, 1993; Goldowsky & Newport, 1993; Newport, 1990) or in terms of boot-
strapping phenomenon. Bootstrapping occurs when the acquisition of one piece
of knowledge simplifies the acquisition of another, more complex piece of knowl-
edge. Bootstrapping has been offered as an explanation for the acquisition of
speech-stream segmentation strategies (Cairns et al., 1997) and grammar rules
involving dative alternations (Mazurkewich & White, 1984), causitives, passives
and locative alternations (Pinker, 1984, 1987).

These maturational or bootstrapping explanations of language acquisition
are frequently supported by computational implementations of linguistic theo-
ries. These computational implementations often follow the parallel distributed
processing (McClelland et al., 1986; Rumelhart et al., 1986) or connectionist
(Feldman & Ballard, 1982; Smolensky, 1988) paradigm. Connectionist systems
embody many of the properties cognitive linguists attribute to the human lan-
guage faculty: the use of general learning procedures (such as backpropagation
(Rumelhart, Hinton & Williams, 1986; Hinton, 1987)), the ability to simultane-
ously satisfy multiple constraints (Hinton, 1984; McClelland & Rumelhart, 1981;
Smolensky, 1988), to represent rules and exceptions (Sejnowski & Rosenberg,
1986) and to generalise based on previous experience (Rumelhart & McClelland,
1986). Cairns et al. (1997) train a connectionist, or neural, network to segment
a stream of phonetic data into syllables. Rumelhart & McClelland (1986) model

past-tense acquisition using a neural network. McClelland & Kawamoto (1986)



train a neural network to assign thematic roles to sentence constituents. Elman
(1993) and Joyce (1996) show that the simulation of maturation in a neural
network enables networks to learn long-distance dependencies of the type found
in natural language. All these aspects of linguistic competence were acquirable
using general learning procedures.

Two connectionist models of language acquisition which follow the cognitive
linguistics approach are presented in this paper. Harris (1989, 1990) investigates
the ability of a simple neural network to learn a mapping from linguistic form to
meaning in a small section of English centred around the polysemous preposition
over. Harris finds that the network uses co-occurrences of linguistic forms and
meanings to form an internal representation of relevant semantic aspects of
lexical items. These internal representations are used by the network as the
basis of a series of non-compositional rules which determine the mapping from
linguistic form to sentence meaning.

Allen (1997a, 1997b) presents a neural network capable of identifying sub-
classes of verbs which take part in different grammatical alternations. Allen ar-
gues that acquisition of this syntactic knowledge is facilitated by bootstrapping
from the semantic properties of verbs to their syntactic properties, as suggested
by Mazurkewich & White (1984) and Pinker (1984, 1987). Allen suggests that
these bootstrapping phenomenon are examples of “a more general phenomenon
in which multiple sources of information are used to influence and constrain one
another in both learning and processing” (Allen 1997b, p305).

Replication of the computational models of Harris (1989, 1990) and Allen
(1997a, 1997b) allows the generality and repeatability of their findings to be
established and the internal mechanics of their models to be investigated. A
novel connectionist model which contains aspects of the models of both Harris
and Allen is developed which exhibits the strong interaction between syntax
and semantics suggested by cognitive linguists.

The connectionist model developed in Harris (1989, 1990) is described in
Section 2 and its replication is outlined in Section 3. Allen’s (1997a, 1997b)

connectionist model and its replication are described in Sections 4 and 5. The



integration of these two models into a unified model is outlined in Section 6.

2 Harris’s model: learning the senses of over

Harris (1989,1990) outlines research in which a feed-forward neural network is
exposed to a training set consisting of form-meaning pairs and learns to associate
linguistic forms with the appropriate meaning. Due to the limited resources
available to the network, abstract properties of the input lexical tokens are
identified and used to calculate the meaning which should be associated with
a particular linguistic form via a set of non-compositional rules. The training
data used by Harris is described in Section 2.1 and the structure of her network
is outlined in Section 2.2. Harris’s results and conclusions derivable from them

are summarised in Sections 2.3 and 2.4.

2.1 The training data

Harris (1989,1990) is concerned with a limited set of English sentences, all de-
scribing the spatial relationship between an object, the trajector and a reference
point, the landmark, all of which involve the preposition over. Harris is con-
cerned with the related senses of the polysemous preposition over that occur
within this highly restricted fragment of the English language. The related
senses of over vary in the spatial relationships they suggest between trajector
and landmark. Harris’s analysis of the different spatial relationships possible is
based on the analysis of Brugman (1988) and Brugman & Lakoff (1988), who

suggest that prepositional over indicates one of three spatial relationships:

1. Above: The trajector is vertically above, but not touching, the landmark,

as in the helicopters hover over the park.

2. Above Across: The trajector traverses the bounded region specified by
the landmark. There can be contact between trajector and landmark, as
in the car rolls over the floor, or no contact, as in the birds fly over the

city.



3. Cover: The trajector covers the landmark entirely, extending to or be-
yond its edges. This spatial relationship is suggested by sentences such
as the cloth spreads over the wall and the man sits over the spot. Once
again, contact between trajector and landmark is optional - while contact
is implied in the cloth spreads over the wall and the man sits over the spot,

it is not in the clouds stretch over the ocean.

Harris adds two further refinements to the Above Across sense of over:

1. The presence or absence of significant upwards movement in the path of
the trajector as it traverses the landmark. For example, the car rolled over
the floor does not imply upward movement whereas the car rolled over the

mountain does.

2. Whether the trajector is the end-point of a path from an implied reference
point over the landmark to the trajector. For example, the neighbours live

over the bridge and the plane belongs over the mountain.

Given these two additional features, Harris considers there to be eight pos-
sible related senses of prepositional over. These are listed below and illustrated

in Figure 1.
e Above
e Above Across
e Above Across Contact
e Above Across Up
e Above Across Contact Up
e Above Across Contact Up End-point
e Cover

e Cover Contact
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above above across above acrosscontact  above across up
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above across contact up  above across contact up endpoint

Y

cover cover contact

Figure 1: Possible interpretations of prepositional over
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The basis of the training set used by Harris was a set of sentences of the
form “Trajector Verb over Landmark”, using a limited set of trajectors, verbs
and landmarks. The sets of lexical items used by Harris are shown in Figure
2. The plural forms of the listed trajectors were also permitted, yielding 36
possible trajectors, 15 possible landmarks and 15 possible verbs. Some example
sentences from this restricted set are given below in (1)-(5). Harris (1989,1990)
generated a subset of this restricted set of English sentences by combining each
trajector with between three and nine randomly selected verbs. Each trajector-
verb pair was then combined exhaustively with all possible landmarks. Harris
then removed the sentences from this set which she considered to be semantically
incoherent, resulting in a set of 1600 sentences. These linguistic forms were then
paired with a meaning, selected from the set of possible meanings illustrated
in Figure 1, which Harris felt most closely matched the particular sense of
polysemous over exemplified in the sentence. This semantic analysis resulted in

a set of 1600 form-meaning pairs.

(1) The car rolls over the floor

(2) The cloth spreads over the wall

(3) The man sits over the spot

4) The neighbours live over the bridge
(5) The birds fly over the city

2.2 The neural network

The architecture of the network outlined in Harris (1989,1990) is shown in Figure
3. The network is a slightly nonstandard feed-forward network (see Appendix
1) which takes as its input a pattern of activation representing a linguistic form.
Activation from units in the input layer propagates forward through the layers
of the network to produce a pattern of activation over the units in the output
layer. This pattern of activation over the output layer represents the meaning

which the network associates with the input linguistic form.
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Trajectors | Landmarks | Verbs
track crack live
road hole roll
cloth spot rise

carpet city is
ocean floor lie
line park belong
cow ocean fly
cat bed run
neighbour table walk
person house climb
car building hover
plane wall sit
ball bridge stand
helicopter | mountain | spread
cloud hill stretch
sun - -
bee - -
bird - -

Figure 2: Available trajectors, landmarks and verbs
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As can be seen in Figure 3, the hidden layer of the network is divided into
three groups of units, each of which receives connections from only one group
of units in the input layer. In this way each group of units in the hidden layer
is responsible for recoding and interpreting the input from one group of units
in the input layer - either the group of units representing trajectors, verbs or
landmarks. The precise number of units in each subgroup of the hidden layer
was determined by trial and error - Harris found that networks with fewer
units in the hidden layer were incapable of learning the association between
input linguistic form and output meaning. The network is therefore attempting
to learn the form-meaning mapping with the minimum amount of resources,
and must consequently create maximally efficient representations of the various
sections of the input layer at the hidden layer.

Each group of units in the hidden layer is fully connected to the second
hidden layer, which Harris terms the convergence layer. The convergence layer
is responsible for integrating the information regarding trajectors, verbs and
landmarks presented to it by the specialised groups of units in the hidden layer.
The convergence layer is fully connected to the output layer.

Harris uses a localist (Hinton, McClelland & Rumelhart, 1986) encoding
to represent the linguistic forms presented to the network. Every trajector is
allocated a unit in the trajector section of the input layer, and the activation
of that unit in the input represents the presence of that trajector. The same
representational method is used for verbs and landmarks. Since every input
linguistic form contains the preposition over in the same position, Harris omits
over from the input to the network. For example, the linguistic form the plane
flies over the city might be represented as follows. The 6th unit in the trajector
section of the input layer is activated to indicate the presence of the plane.
The 2nd unit of the verb section of the input layer is activated to indicate the
presence of flies and the 13th unit of the landmark section of the input layer
is activated to indicate that the landmark is the city. The plural forms of the
trajectors are represented by activating the unit in the trajector section of the

input layer responsible for representing the corresponding singular form of the

13



23388 s
Output Units [QQQOOO}
f
OO0
Convergence Layer O O O O

Hidden Units O00O0

OO0OO0O0O0O0OO0O |[OOOOOOOOOIIOOOOOLOOO
OO0O0O0O0OOOOYIOOOOOOOOOOOOOOOOO

Trajectors Verbs Landmarks

Figure 3: Architecture for Harris’s network (reproduced from Harris (1990))

trajector, while simultaneously activating the 19th unit in the trajector section
of the input layer. For example, the trajector the planes might be represented
the activation of the 6th and 19th units of the trajector section of the input
layer.

Harris uses a distributed (Hinton, McClelland & Rumelhart, 1986) encoding
to represent the possible senses of over. There are six units in the output layer
of the network, each of which is responsible for representing one feature of the
set of possible meanings illustrated in Figure 1. One or more of these output
units can be active. For example, activation of the 1st, 2nd and 4th units
indicates that the network interprets the input linguistic form as an instance of
above across contact over, whereas activation of the 5th unit indicates that

the network interprets the input form as an instance of cover over.

2.3 Harris’s Results

Harris found that the fully-trained network generalised correctly, assigning intu-

itively reasonable senses to unseen linguistic forms. This ability to generalise to

14



unseen inputs is a characteristic of neural networks (Rumelhart & McClelland
1986).

Harris (1990), summarising the work of Brugman (1981), identifies ten se-
mantic elements which are crucial to identifying the sense of over evoked by an

utterance. These elements are listed below.
1. Size and shape of the trajector.
2. Size and shape of the landmark.
3. Stativity or activity of the trajector.

4. Presence or absence of a point-for-point correspondence of the trajector
to one of the landmark dimensions (as in across) or both landmark di-

mensions (as in cover).
5. Distance between trajector and landmark.
6. Physical contact between trajector and landmark.

7. Presence or absence of vertical superiority between trajector and land-

mark.
8. Presence or absence of trajector-landmark identity.
9. Implicit viewer’s perspective on the scene.
10. Existence in the physical domain or in an abstract domain.
(Adapted from Harris (1990, p23))

Harris reports that the units in the first hidden layer of the trained network,
the layer receiving inputs directly from the input layer, act as feature-detectors
for semantic properties of the input which will help identify the correct output
for that input. While hidden layer units in any network will operate as feature-
detectors, Harris (1989,1990) argues that the features detected by the hidden
layer units of her network correspond closely to the semantic elements identified
in points 1 to 6 above. The responses of hidden layer units in Harris’s network
which appear to act as detectors for features corresponding to points 1, 2 and

6 are discussed below.
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Trajector Hidden Units

track

road % > 1D
cloth
carpet

ocean 1D
line /
plura/sing

cow
cat
neighbour
person
o |
plane |
ball \
helicop
cloud
sun ‘
bee
bird

Figure 4: Activation levels of trajector hidden units 1 and 4 in response to input

trajectors. Reproduced from Harris (1990), p20.

2.3.1 Trajector size and shape

Brugman (1981) identifies trajector size and shape as a crucial semantic element
in determining the sense of over evoked by an utterance. Harris found that two
of the hidden units responsible for recoding the trajector section of the input
appeared to distinguish between trajectors depending on their dimensionality.
The activations of these hidden units in response to the presentation of each
trajector is shown in Figure 4.

As can be seen from Figure 4, trajector hidden unit 4 appears to differen-
tiate between one-dimensional objects and all other objects - track, road and
line (a synonym of cable) all produce very low activations at trajector hidden
unit 4, whereas presentation of all other trajectors result in high activation.
Trajector hidden unit 1 also appears to categorises trajectors according to their
dimensionality, although the categorisations are not as clear cut as those made
by trajector hidden unit 4. The one-dimensional trajectors track, road and line

are classified slightly differently, with line being classified similarly to ocean.
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Landmark Hidden Units

‘ crack

‘ hole

no \ spot
height | city
‘ floor

park
ocean ‘

shorter bed
table
house

medium building
wall
bridge
tall mountain
hill

Figure 5: Activation levels of landmark hidden units 3 and 4 in response to input

landmarks. Reproduced from Harris (1990), p22.

There is, however, a clear distinction between two-dimensional trajectors such
as cloth, carpet and ocean, which tend to evoke the cover sense of over, and
zero-dimensional trajectors such as neighbour, person and bee. The input unit
responsible for marking the plural form of trajectors frequently evokes the cover

interpretation, as in the cows stretch over the park.

2.3.2 Landmark size and shape

Brugman (1981) identifies landmark size and shape as a crucial factor in deter-
mining the sense of over evoked by an utterance. Harris found that landmark
hidden unit 4 classifies landmarks according to their height, as can be seen in
Figure 5. There are however hidden units which differentiate between input
patterns using criterion which are not obvious - Harris is baffled by the cate-

gorisation of landmarks made by landmark hidden unit 3 (see Figure 5).

2.3.3 Contact and upward movement

Another of Brugman’s (1981) crucial factors in determining the particular sense

of over evoked by an utterance is the presence or absence of physical contact
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Verb Hidden Units

1 4
hover ‘
stand ,{?
sit S
fly [ &
belong
rise

live
roll
run

U
p "
spread
climb ~
lie é‘\\'&
stretch ©

Figure 6: Activation levels of verb hidden units 1 and 4 in response to input verbs.

Reproduced from Harris (1990), p21.

between trajector and landmark. Harris suggests that verb hidden unit 4 codes
for the distinction between verbs which tend to imply contact between trajec-
tor and landmark and those which do not. As can be seen in Figure 6, this
seems to be at least partially true although sit would perhaps more correctly
be categorised alongside the verbs which suggest contact between trajector and
landmark.

Verb hidden unit 1, also shown in Figure 6, appears to identify verbs which
are associated with the presence of the up component in the output pattern.
As Brugman (1981) does not include up in her semantic analysis, she does not
identify this as a crucial predictive factor. However, the inclusion of up in
Harris’s semantic analysis of the training set forces the network to predict its

presence.

2.4 Conclusions from Harris (1989,1990)

It is clear from Harris (1989,1990) that the hidden layer units in the network are
classifying the input trajectors, landmarks and verbs using criteria very similar

to those which Brugman (1981) suggests are crucial in differentiating between

18



the related senses of prepositional over. As these appear to be intuitively useful
criteria, it is perhaps not surprising that they emerge from a statistical analysis
of a training set which is representative of the language fragment of interest.
Hinton (1986) observes a similar phenomenon in a network trained on English
and Italian family trees in which certain units in the hidden layer codes for fea-
tures such as generation and branch of tree. However, some of the criteria used
by the network are not obviously related to Brugman’s criteria. In addition,
categorisations which appear to be made on criteria similar to Brugman’s are
not perfect - some input patterns are misclassified. While some of these mis-
classifications may be due to irregularities introduced by the random selection
of verbs during the generation of the training set, they highlight the problem of
placing human interpretations on the statistical regularities extracted by neural
networks. It would be quite possible, although rather unlikely, for networks of
the type used by Harris to assign an essentially random but distinct pattern
of activation at the hidden layer to each input. This would allow the network
to distinguish between the hidden layer representations of different inputs, but
would result in no principled categorisation of the inputs at the hidden layer.
Indeed, it is possible that this is the explanation for the activations produced
at landmark hidden unit 3 - this unit may simply be making rather arbitrary
distinctions between the input patterns, which, when considered in conjunction
with the other hidden layer unit activations, allow it to produce the appropriate
activation patterns at higher levels of the network.

Harris (1989,1990) suggests that the properties of the input lexical items
identified by the hidden layer units function as conditional components of rules
which generate the appropriate sense for a linguistic form. Harris suggests that

the rule:

IF ground TR, AND (NOT one-dimensional TR) AND path type 1 AND

path type 2 AND surface LM THEN above across contact up
(Harris 1990, p25)

is used to generate the appropriate output for inputs such as the person

19



walks over the hill. Hinton (1986) observes a similar phenomenon in his family
tree network, and labels this rule-based behaviour based on network-internal

representations as micro-inference.

3 Replication of Harris’s model

The model outlined in Harris (1989,1990) was replicated as closely as possible.
This replication allowed the types of categorisations made by the hidden layer
units to be examined in more detail. These categorisations frequently appeared
to be based on semantic features similar to those suggested by Brugman (1981),
as Harris suggested. However, the rules or micro-inferences encoded in the net-
work’s internal representations and connection weights were rather more subtle
than those proposed by Harris. The training data used to train the network is
described in Section 3.1 and the structure of the network is outlined in Section
3.2. The trained network’s performance and conclusions which can be drawn

from this are presented in Sections 3.3, 3.4 and 3.5.

3.1 The training data

The language fragment considered was identical to that used by Harris (1989,1990)
- all sentences were of the form “Trajector Verb over Landmark”, and the same
limited set of trajectors, verbs and landmarks used by Harris and illustrated in
Figure 2 were used, with the plural forms of trajectors permitted. As described
in Harris (1989,1990), each trajector was combined with between three and nine
randomly selected verbs, then these trajector-verb pairs were combined exhaus-
tively with all fifteen landmarks. Removal of semantically incoherent sentences
resulted in a set of 1947 sentences, 347 more than used by Harris. Each of these
sentences was classified as being an instance of one of the eight possible related
senses of over, as defined by Harris (1990) and illustrated in Figure 1. The
criteria used to assign a meaning representation to each of the sentences are
given in Appendix 2, and are based on the criteria given in Brugman (1988),

Brugman & Lakoff (1988) and Harris (1990). The precise classification of some
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Figure 7: Architecture of over network

sentences is open to debate. However, the key factor is that the criteria used
to assign meanings to the sentences embody both general rules (fly and hover
never result in contact between trajector and landmark) and very specific rules

(a bee can only cover very small landmarks).

3.2 The neural network

The neural network used in the replication is nearly identical in structure to
that used by Harris, and is depicted in figure 72. The network used for the
replication has a slightly smaller number of units in the verb and landmark
sections of the input layer - these parts of the input layer are slightly larger
than required in Harris’s network and removing these extraneous units reduces
the overall number of connections in the network, therefore speeding up training.

The training set described in Section 3.1, which consists of 1947 form-

meaning pairs, was converted into a binary representation suitable for presenta-

2The neural networks described in this section and in Sections 5 and 6 were implemented

using PDP++, a neural network simulator with graphical interface.
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tion to the neural network shown in Figure 7. The input trajectors, verbs and
landmarks were represented in a localist manner, where each unit in the input
layer is responsible for representing a single input trajector, verb or landmark.
This localist representation does not differ in any significant way from the input
representation used by Harris. The output representation used is identical to
that used by Harris - there are six output units, each of which is responsible for
encoding one of the features of the possible senses of prepositional over.

The network was trained on the training set using the backpropagation train-
ing algorithm® (Rumelhart, Hinton & Williams, 1986; Hinton, 1987; see also
Appendix 1) for 1012 epochs, until the average error for each pattern was less
than 0.02. This is equivalent to allowing one unit in each output pattern to be
0.2 away from its target activation (see Appendix 1, equation 21), and is a strict

criteria for judging the network to have successfully learned its task.

3.3 Categorisation at the hidden layer

The trained network was exposed to each of the trajectors, verbs and landmarks
in the language fragment, and the hidden layer unit activations were recorded.
The output produced by each hidden layer unit for each presented trajector,
landmark and verb is shown in Figures 8 to 14. The hidden layer units appear to
categorise the input lexical items according to criteria similar to those suggested

by Brugman (1981).

3.3.1 Trajector hidden units

The activation levels of the hidden layer units responsible for representing tra-
jector inputs are shown in Figures 8, 9 and 10. An inspection of these figures
suggests that the hidden units are categorising the input trajectors based on
their dimensionality and ability to avoid contact with landmarks. These are
both features identified by Brugman (1981) as critical in determining the par-

ticular sense of over evoked by an utterance.

3A learning rate of 0.5 was used.
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Figure 8: Activations of trajector hidden units 1 and 5. Unit 1 makes a binary

distinction between two-dimensional trajectors and all other trajectors. Unit 5 makes

a distinction between one-dimensional trajectors and all other trajectors.
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Trajector hidden units 1 and 5 (see Figure 8) appear to be classifying in-
put trajectors based on their dimensionality. Trajector hidden unit 1 becomes
highly active when zero-dimensional or one-dimensional trajectors are presented
to the network, and remains inactive when two-dimensional trajectors are pre-
sented. Two-dimensional trajectors tend to be associated with the cover sense
of over. Trajector hidden unit 1 correctly classifies cloth, carpet and ocean as
two-dimensional trajectors. The unit marking the presence of a plural trajector
is also classified as a two-dimensional trajector. This seems reasonable, given
that sentences such as the cows stretch over the park and the balls lie over the
floor were classified as instances of cover contact in the training set. Zero-
and one-dimensional trajectors are less reliably associated with the cover in-
terpretation of over. Hidden unit 1 classifies the majority of such trajectors as
not being instances of two-dimensional trajectors.

The classifications made by trajector hidden unit 1 are not entirely consistent
with expectations, however. The cloud trajector is frequently associated with
cover. However, as this trajector can also be interpreted as zero-dimensional,
the hidden unit’s classification of it as not two-dimensional is reasonable. The
classification of road and helicopter as two-dimensional trajectors and the uncer-
tainty over bird shown by trajector hidden unit 1 is less understandable. Road
behaves as a one-dimensional trajector in the training set, which suggests it
should be classified along with track as not two-dimensional. Helicopter and
bird were treated as zero-dimensional trajectors in the training set and should
intuitively be categorised alongside plane and bee.

Trajector hidden unit 5 appears to separate the set of trajectors into one-
dimensional trajectors and others. One-dimensional trajectors tend to evoke
the above across sense of over. Road, track and line are all correctly classified
as one-dimensional trajectors. The low activation level generated at trajector
hidden unit 5 by ocean is probably noise.

The convergence layer receives input from all hidden layer units. The con-
vergence layer can therefore compute the dimensionality of a trajector fairly

reliably by comparing the activation levels of trajector hidden units 1 and 5.
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Figure 9: Activations of trajector hidden unit 2. This unit makes a distinction between

sky trajectors and ground trajectors, with ground trajectors as default.

Two-dimensional trajectors will produce very low activation over both hidden
layer units. One-dimensional trajectors will produce high activation over both,
or only trajector hidden unit 5 in the case of road. Zero-dimensional trajec-
tors are those which activate trajector hidden unit 1 and not trajector hidden
unit 5. While this should enable the convergence layer to correctly classify the
dimensionality of the majority of the trajectors, helicopter and bird risk being
misclassified as two-dimensional.

Trajector hidden units 2, 3 and 4 (Figures 9 and 10) appear to categorise
trajectors based on whether they are associated with the contact sense of over
(ground trajectors) or not (sky trajectors). However, this categorisation task
is complicated somewhat by the fact that all sky trajectors, with the exception
of sun and cloud, can be associated with the contact meaning - the bird/bee
walks over the floor, the planes/helicopters lie over the park and the line lay
over the table are all acceptable and all are classified as instances of contact
between trajector and landmark. This is perhaps why the network devotes

three trajector hidden layer units to solving the problem, and also explains the

25



Trajector Hidden Units

cloth
carpet
ocean
plural
cow
cat
neighbour ] ground
person
car
ball
road

track P
line
plane

helicop
cloud
sun

B ground bee
bird

Figure 10: Activations of trajector hidden units 3 and 4. Units 3 and 4 both make

sky

a distinction between sky trajectors and ground trajectors, although unit 3 classifies
sky trajectors as default and unit 4 classifies ground trajectors as default. The two

units disagree over the correct classification of cloud.

26



differing categorisations given by all three units.

Trajector hidden layer unit 2 (see Figure 9) uses low activation to indicate a
ground trajector and high activation to indicate a sky trajector - ground is the
default value. Helicopter, line and sun are correctly classified as sky trajectors.
However, plane and cloud are incorrectly classified as ground trajectors and
ocean is incorrectly classified as a sky trajector. Sky trajectors are the default
setting at trajector hidden unit 3 (see Figure 10). Unit 3 correctly classifies
line, plane, helicopter, sun, bee and bird as sky objects. However, person, road
and cloud are incorrectly classified. Ground trajectors are the default setting
at trajector hidden unit 4 (see Figure 10), and unit 4 correctly classifies plane,
bee, cloud, sun, bee and bird as sky objects. However, helicopter is classified as
a ground object, as is line.

The convergence layer is exposed to the activation levels of all hidden layer
units, and can calculate the correct categorisation for most trajectors fairly
simply given the trajector hidden unit activations. Sun can never make contact
with the ground, and is classified as a sky trajector by all three trajector hidden
layer units. Line, plane, helicopter, bee and bird are classified as sky trajectors by
two hidden layer units and as ground trajectors by one. All of these trajectors
can behave as either sky or ground trajectors, so a compromise seems reasonable.
Cloud is classified as a ground trajector by two hidden layer units, which is
inconsistent with the fact that it never evokes the contact sense of over in the
training set.

The classification of the marker for plural trajectors is particularly interest-
ing. The plural marker alone is classified as a sky trajector by unit 3, a ground
trajector by unit 4 and unit 2 is undecided, although closer to the ground in-
terpretation. This reflects the fact that the ground-sky classification of a plural
trajector depends strongly on its singular root, but helicopter and plane in their
plural form are more frequently associated with contact, as in sentences such

as the planes/helicopters stretched/spread/lay over the park.

27



Verb Hidden Units

1 3
is
belong
live
ni
o B contact
fly
. hover
flight verbs dimb

roll
[ | wak
run

sit
stand
stretch
lie
spread

Figure 11: Activations of verb hidden units 1 and 3. Unit 1 makes a binary distinction
between verbs of flight or verbs which can apply to flying trajectors and all other verbs.
Unit 3 makes a binary distinction between verbs which imply contact between trajector

and landmark and all other verbs.

3.3.2 Verb hidden units

The activation levels of the hidden layer units responsible for representing verb
inputs are shown in Figures 11 and 12. An inspection of these figures suggests
that the units are categorising the input verbs based on their ability to predict
contact between trajector and landmark, to predict coverage of the landmark
by the trajector and perhaps to predict lack of traversal of the landmark by the
trajector. These categorisation criteria correspond to two of the semantic ele-
ments Brugman (1981) identifies as predictive of the sense of prepositional over:
physical contact between trajector and landmark and the presence or absence
of point-for-point correspondences between the trajector and the dimensions of
the landmark.

Verb hidden units 1 and 3 (see Figure 11) appear to be categorising verbs
based on their utility in predicting contact between trajector and landmark.
Verbs which are reliably dissociated with senses of over which contain the con-

tact feature produce high activations at verb hidden unit 1, whereas verbs which

28



are less reliably dissociated with contact or which are associated with the pres-
ence of contact produce low activations. The verbs rise, fly and hover are all
correctly identified as verbs of no contact. Climb is categorised together with
these verbs, although the combination of a ground trajector and the verb climb
is normally associated with contact. The categorisation of roll as a no-contact
verb is rather more confusing. Roll is always associated with the contact fea-
ture. There are three possible explanations for placing roll in the same category
as the verbs of flight. The first possibility is that the verbs which elicit high
activation levels from verb hidden unit 1 are in fact verbs which are frequently
associated with up. This does not seem likely, however - the presence of the up
component is more strongly predicted by the relative size of the trajector and
landmark, and up can occur with the verbs walk and run. The second possi-
bility is that verb hidden unit 1 responds positively to verbs which frequently
co-occur with sky trajectors. Roll is one of the few non-flight verbs which can
be applied to most sky trajectors, regardless of whether they occur in singular
or plural form. The third possibility is that the high activation level of roll is
merely noise and is eliminated at the convergence level. The uncertainty over
the classification of roll and the categorisation function of verb hidden unit 1
highlights the difficulties in speculating about network-internal representations.
The network may be making categorisations based on criteria which vary subtly
or wildly from the criteria attributed to them. Alternatively, the hypothesised
categorisation function may be correct, but the network may spread the function
over two layers for some or all input patterns.

Similarly, verb hidden unit 3 appears to be making a binary distinction be-
tween verbs based on the likelihood of contact between trajector and landmark.
Unlike verb hidden unit 1, lack of contact is the default value and verbs which
are predictive of the presence of the contact feature in the output layer produce
high activation levels. Also unlike verb hidden unit 1, ¢limb and roll are cate-
gorised as verbs of contact. This reflects the fact that the relationship between
climb and contact is dependent on the trajector it appears with. The contra-

dictory classifications of roll suggest that the correct, contact interpretation may

29



Verb Hidden Units

7
I'b

belong
live
above/cover
rise .
fly

|: hover

walk

run
climb

{ roll

sit

stand

stretch

lie
coverage
ag spread

Figure 12: Activations of verb hidden units 2 and 4. Unit 2 makes a binary distinction

between verbs of coverage and all other verbs. Unit 4 either makes a binary distinction
between verbs which imply coverage and all other verbs or a distinction between verbs

associated with above without across and all other verbs.

be enforced at the convergence level. Stand also appears in contradictory cate-
gories over verb hidden units 1 and 3. However, the two units are in agreement
regarding rise, fly and howver, the three verbs of flight.

Verb hidden units 2 and 4 (see Figure 12) appear to be categorising verbs
based on their association with the cover output feature, although this is de-
batable in the case of unit 4. Verb hidden unit 2 produces high activation levels
when presented with the verbs lie and spread, which are reliably associated
with the cover interpretation for a wide range of trajectors and landmarks. It
is conceivable that verb hidden unit 4 performs a similar function - stand and
sit frequently result in coverage when the landmark is small or the trajector
large. However, the inclusion of hover and is in the positive-response category
make this hypothesis insecure. Hover and is are more frequently associated with
above in the absence of across. It is possible that verb hidden unit 4 acts as a
‘non-traversing aboveness’ predictor, or a combined predictor of this feature and
coverage. Once again, the precise categorisation function used by the network

is difficult to identify.
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Figure 13: Activations of landmark hidden units 1 and 2. Unit 1 makes a binary
distinction on height. Unit 2 makes a binary distinction on coverability by zero-

dimensional trajectors.

3.3.3 Landmark hidden units

The activation levels of the hidden layer units responsible for representing land-
mark inputs are shown in Figures 13 and 14. An inspection of these graphs sug-
gests that they are categorising the landmarks based on their size and shape, the
type of trajectors which can cover them and their involvement in path (above
across contact up end-point) senses of over.

Landmark hidden unit 1 appears to differentiate between relatively flat land-
marks, which produce low activation levels at the unit, and landmarks which
have some vertical height, which produce high activation levels. The height of a
landmark is important in determining whether traversing the landmark will re-
quire significant upward movement. Bed, table, house, building, wall, mountain
and hill are all classified as non-flat. The association of these landmarks with
the up component of the output vector is dependent on the relative size of the
trajector.

Landmark hidden unit 2 appears to divide the set of landmarks into those

which can be covered by a zero-dimensional trajector and those which cannot.

31



Landmark Hidden Units

bed
table

house
building
wall

crack
small point hole ]
spot

floor l
city

{ park large flat

ocean ‘

bridge

path mountain path

hill

Figure 14: Activations of landmark hidden units 3 and 4. Unit 3 makes a binary dis-
tinction between small point landmarks and path landmarks and all other landmarks.
Unit 4 make a three-way distinction between large flat landmarks, path landmarks

and all other landmarks.

Clity, floor and park can all be covered by a moving zero-dimensional trajector,
resulting in the cover contact interpretation of sentences such as the cow ran
(all) over the park. The hole and spot landmarks can be covered by a station-
ary zero-dimensional trajector, as they are small areas. The landmarks which
produce high levels of activation at landmark hidden unit 2 cannot be covered
by the majority of zero-dimensional trajectors. The classification of ocean as
coverable by a zero-dimensional object is incorrect - zero-dimensional objects
cannot run, roll or walk all over ocean. Such sentences were deemed to be se-
mantically incoherent and were removed from the training set. However, ocean
shares other properties with city, floor and park - it is a large, flat landmark.
The network therefore appears to be making an error of overgeneralisation in
classifying ocean along with these landmarks at landmark hidden unit 2.
Landmark hidden units 3 and 4 (see Figure 14) categorise landmarks based
on their size, shape and participation in path senses of over. Landmark hidden
unit 3 combines small point landmarks and landmarks which are frequently

associated with the above across contact up end-point into a combined
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category. Hole and spot, which can be covered by all zero-dimensional trajectors,
produce high activation levels at the unit. Bridge, mountain and hill, which are
the only landmarks associated with the above across contact up end-point
sense of over, also produce high activation levels.

Landmark hidden unit 4 similarly displays high activation when presented
with bridge, mountain and hill. Unlike landmark hidden unit 3, however, hidden
unit 4 places large flat landmarks such as city, park and ocean into a category
distinct from path landmarks and other landmarks.

The overlap between the categories generated by landmark hidden units 3
and 4 at first appears inefficient - intuition suggests that a single unit identify-
ing bridge, mountain and hill and another differentiating between small, medium
and large landmarks would be the simplest way to achieve the task. However,
splitting the categorisation over two units makes no difference to the network’s
performance. The convergence layer receives input from all the landmark hid-
den layer units. High activations at both units 3 and 4 indicates a path-type
landmark. High activation at unit 3 and low activation at unit 4 indicates a
small landmark. Low activation at both indicates a medium landmark. Low
activation at 3 and high activation at 4 indicates a large landmark. This ability
of the network to spread categorisation over several units and layers makes in-
terpreting the internal representations of neural networks a highly speculative

enterprise.

3.4 Generalisation

Analysis of the categorisations made by the hidden layer allowed testable pre-
dictions to be made on the ability of the network to generalise from the training
set to unseen sentences. The predictions and the results of the testing are given

below.

Prediction 1: The network will treat the trajector helicopter as two-
dimensional in unseen contexts. This was suggested by the responses of

trajector hidden units 1 and 5.
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This prediction proved to be partially correct. In response to sentences
such as the helicopter stands over the park the network produces above
as output, suggesting that the helicopter is a zero-dimensional trajector.
However, in response to sentences such as the helicopter sits over the park
the network produces cover contact as output. This suggests that in

some contexts helicopter is treated as a large two-dimensional trajector.

Prediction 2: The network may treat the trajector road as two-dimensional.
This was suggested by the contradictory responses of trajector hidden

units 1 and 5.

This prediction proved to be incorrect. In response to sentences such
as the road walks over the park and the road stands over the park the
network produces above across contact as output. This suggests that
the classification of road as one-dimensional by trajector hidden unit 5

overrides its classification as two-dimensional by trajector hidden unit 1.

Prediction 3: The network may treat cloud as a ground trajector in
unseen contexts. This was suggested by the contradictory responses of

trajector hidden units 2, 3 and 4.

This prediction was incorrect. Cloud behaves as a sky object in all con-
texts, including when appearing alongside verbs which strongly suggest
contact, such as run and walk. The categorisation of cloud as mainly

ground at the hidden layer must be overridden at the convergence layer.

Prediction 4: The network will treat sun as a sky trajector in all
unseen contexts. This is suggested by its classification as a sky trajector

at trajector hidden units 2, 3 and 4.

This prediction was correct. The unit representing the contact feature
of meaning never achieved activation levels above 0.4, even for sentences
which strongly suggested trajector-landmark contact, such as the sun rolls

over the floor and the sun runs over the park.
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Prediction 5: The network will treat the plural forms of plane and
helicopter as ground trajectors. This was suggested by the activation
levels produced at trajector hidden units 2, 3 and 4 by the activation of

the plural trajector unit.

This prediction was partially correct. The network activated the con-
tact unit when presented with sentences such as the planes/helicopters
sit over the park. However, when the verb hover replaced sit, the above
output was produced. This suggests that the verb determines contact for

indeterminate trajectors.

Prediction 6: The network may treat rolls as a verb of flight in some
unseen contexts. This was suggested by the network’s contradictory clas-

sifications at verb hidden units 1 and 3.

This prediction proved to be incorrect. For all trajectors except sun,
roll resulted in the contact output unit becoming strongly active. The
misclassification of roll at verb hidden unit 1 appears to be corrected at

the convergence layer.

Prediction 7: The network may treat stands as a verb of flight in
some unseen contexts. This was suggested by the network’s contradictory

classifications at verb hidden units 1 and 3.

This prediction was partially correct. The network treats stands as a verb
of flight in sentences such as the helicopter stands over the park, but as a
path verb in sentences such as the helicopter stands over the bridge. This
suggests that stands is a weak verb, which is easily overruled by properties

of the trajector or landmark.

Prediction 8: The network will treat lie and spread as a verb of coverage
in all unseen contexts. This was suggested by the responses of verb units

2, 3 and 4.

This prediction was partially correct. The cover meaning was output

for sentences such as the bee lies over the table but not the bee lies over
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the park, the person lies over the park or the bee spreads over the table.
This suggests that only the maximal relative size difference overrides the
tendency of the verb lie to evoke the cover sense. In contrast, the relative
size of trajectors influences the verb spread in the correct manner - lie is

a stronger coverage verb than spread.

Prediction 9: The network will treat the landmark ocean identically to
landmarks such as park and city. This was suggested by the responses of

all landmark hidden units.

This prediction was correct. Ocean is treated identically to park and city

in all unseen contexts.

3.5 The nature of lexical semantics and semantic rules

The trained network categorised the input lexical items according to four ab-

stract properties:
1. Dimensionality of the trajector.

2. Presence or absence of a point-for-point correspondence of the trajector
to one of the landmark dimensions (as in across) or both landmark di-

mensions (as in cover).
3. Probability of physical contact between trajector and landmark.
4. Size and shape of the landmark.

5. Probability that the landmark participates in a path sense of over.

The classification of each lexical item in terms of these properties could
be considered to constitute its meaning. Points 1, 2, 3 and 4 correspond to
semantic properties which Brugman (1981) suggests are central to determining
the interpretation of prepositional over. Point 5 does not correspond to any
of Brugman’s criteria, but is made necessary by the addition of path (above
across contact up endpoint) interpretations of over introduced by Harris

(1989). Similar categorisation criteria were observed by Harris (1989,1990).
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The fact that these correspondences exist between the semantic features
identified as relevant by the network and those identified by Brugman (1981)
is not surprising. Brugman identifies semantic properties of utterances which
influence language users’ interpretations of those utterances, and the network is
trained on linguistic forms which have been interpreted by a language user. We
would therefore expect the network to be able to retrieve at least some of the
underlying influences through an analysis of co-occurrences in the training set.

An analysis of the network’s treatment of unseen forms reveals the weak-
nesses of the network’s analysis of the training set. The network generalises
correctly in many instances, but is prone to overgeneralisations. The network
never receives explicit negative evidence which suggests that the landmark ocean
does not behave identically to park and city. The network therefore interprets
sentences such as the ball rolled over the ocean as instances of above across
contact. The network also makes some rather idiosyncratic errors, for example
its treatment of helicopter as a large two-dimensional trajector in certain unseen
contexts.

While the network appears to have failed to acquire some of the less ob-
vious regularities underlying the training set, it does uncover some statistical
regularities which do not reflect genuine properties of the fragment of language
represented in the training set. For example, the network treats the verb lie as
a stronger verb of coverage than the verb spread. A consequence of this is that
the network will interpret the bee lies over the table as an instance of cover
contact over. A language user is unlikely to interpret this sentence in the same
way.

These subtle variations in relative strengths of different verbs come as a
consequence of the network’s use of weighted connections to encode micro-
inferences which are predictive of the correct output for a given input. Each
micro-inference therefore has a weight, and some micro-inferences will be more
strongly weighted than others. This means that the rules encoded in the net-
work will probably be significantly more complex and idiosyncratic than those

suggested by Harris (1989, 1990). Indeed, an exhaustive search of the whole
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space of possible utterances may be required to unearth the complete interlock-
ing raft of weighted inferences used by the network to produce an output for

any given input.

4 Allen’s model: acquisition of syntax

Allen (1997a, 1997b) describes a recurrent neural network capable of learning the
thematic roles assignment properties of a set of verbs based on their distribution
in the training set. As a consequence of this learning process the network
acquires grammatical constraints which prohibit ungrammatical form-meaning
pairings, but which permit generalisation to unseen grammatical form-meaning
pairs. The training data described in Allen (1997a, 1997Db) is outlined in Section
4.1 and the structure of his neural network is outlined in Section 4.2. Allen’s

results and conclusions are summarised in Sections 4.3 and 4.4.

4.1 The training set

Allen used the caretaker speech from the Bloom 1970 section of the CHILDES
database (Bloom, 1970) as the basis of his training set. Declarative sentences
involving the 110 most frequent verbs were extracted from this database. This
resulted in a set of 12,000 utterances, which were converted into a form suitable
for presentation to the network.

In order to preserve the word-order information present in the reduced cor-
pus, and to accommodate sentences of varying length, Allen represented utter-
ances using a temporal sequence. Each utterance was split into a number of
time-steps equal to the number of arguments it contained. Each argument was
then paired with the verb and any prepositions present in the utterance. Allen’s

temporal coding of utterances (6), (7) and (8) is shown in Figure 15.

(6) The dog died.
(7 The dog bit the man.
(8) The dog bit the man on the foot.
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Utterance
Time step 6 7 8
1 the dog died | the dog bit | the dog bit on
2 NA the man bit | the man bit on
3 NA NA the foot bit on

Figure 15: Temporal representation of three utterances.

This temporal representation preserves the word-order information of the
corpus while allowing an output to be generated immediately for each argument
- if the verb and preposition information was not presented at every time step in
conjunction with every argument the network would be unable to calculate the
thematic role of the noun in the subject position. Since Allen is not concerned
with realistic modelling of on-line sentence processing, the rather unrealistic
temporal representation used does not constitute a serious flaw.

The data for every time step is paired with a meaning representation. The
meaning representation consisted of a representation of the semantics of the
verb, which Allen terms the ‘core semantics’ of the utterance, and the thematic
role of the argument. Allen uses a componential analysis of verb semantics,
with components based on the WordNet database* (Fellbaum, 1998). For ex-
ample, the semantic representation of eat would include the features +act, and
+consume but -communicate (Allen 1997b, p302). Allen uses a set of thematic
roles based on a basic set of ten roles (cause, patient, change of state, motion,
travel, location, experiencer, possessor, instrument and path), augmented by
sub-types of the basic role. These sub-types were taken from work on lexical
semantics and typological studies (Jackendoff 1990; Levin & Rappaport-Hovav,
1994; Talmy, 1985). The complete temporal sequence of form-meaning pairs for

utterance (8) is given in Figure 16.

4This is an on-line lexical database. It can be found at www.cogsci.princeton.edu/~wn
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Time step Input Output

1 the dog bit on BIT CAUSE
2 the man bit on | BIT PATIENT
3 the foot bit on | BIT LOCATION

Figure 16: Temporal representation of an utterances and its semantics. Upper-

case letters stand in place of the more detailed representation.

4.2 The neural network

The structure of Allen’s network is illustrated in Figure 17. This is a recurrent
neural network - there are backward connections between the output layer and
the hidden layer, and between the clean-up layer and the output layer. As can
be seen from the diagram, the network takes as its input a representation of the
noun being presented at the current time-step in the temporal sequence, the
verb and any prepositions. The output produced consists of an analysis of the
core semantics of the verb and the thematic role of the noun.

Allen used binary representations of the input and output patterns for each
temporal sequence. The input nouns were converted into a distributed repre-
sentation, where each input unit in the argument segment of the input layer is
responsible for representing a feature of the argument’s semantics. These fea-
ture labels were taken from the WordNet database. A localist representation of
verbs and prepositions was used, with a single unit responsible for representing
each verb or preposition.

Distributed representations were used for the output of the network. The
core semantics consisted of a distributed pattern of activation across 271 units,
each of which represented a single feature of the core semantics. The repre-
sentation of the thematic role of the verb consisted of a distributed pattern of
activation across 89 units, with a single unit for each basic role and a unit for
each possible subrole. Allen’s final training set consisted of approximately 1200
utterances, each of which was represented by a varying number of input-output

pairings depending on the number of arguments in the utterance.
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Figure 17: Architecture of Allen’s network
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Allen’s training process was slightly different from the standard backprop-
agation algorithm outlined in Appendix 1. Rather than passing through the
entire training set (running an epoch of training), Allen’s network probabilis-
tically selected a single utterance from the training set. This utterance was
then presented to the network in its proper temporal sequence. The tempo-
ral sequence representing each utterance was repeated six times during a single
training episode, to allow the recurrent network to settle into a stable pat-
tern of activation. This process of probabilistic selection was repeated 100,000
times. A specialised version of the backpropagation algorithm designed for use
with recurrent networks, backpropagation through time (Rumelhart, Hinton &
Williams, 1986), was used to train the network. After 100, 000 iterations of the
training process, the activation level for every output unit was within 20% of

its desired value for every utterance.

4.3 Allen’s results

Allen found that the trained network was capable of generalising correctly to
unseen examples, but did not overgeneralise. Allen (1997b) gives as an exam-
ple of correct generalisation the network’s response to the double object form
of the verb kick, as in John kicked Mary the ball. The network’s input and
output for this utterance is shown in Figure 18. In the interest of clarity the
distributed representation of a noun’s semantics is represented by a single unit
in the diagram.

The temporal synchrony between the firing of the cause role unit and the
John argument units indicates that the network has correctly identified John as
the causer of the kicking event. Similarly, Mary is bound to the patient role
and its benefit sub-role and ball is bound to the travel role. The unit also
outputs the correct core semantics for kick.

The network does not, however, generalise to the ungrammatical utterance

John carried Mary the basket®. The unit’s response to this utterance is illus-

5This sentence may be grammatical in certain varieties of Scottish English - T find it

acceptable.
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INPUT

Verb
ek — HANANEEEEEENEEEEEE
Argument
ball HE B B B B B
John HE H ®§ B B B
Mary HE B § B B B
OUTPUT
Argument Roles
cause H B B
travel . . L
patient . . .
benefit HE H B
Core Semantics
hit HENEEEEEEN
touch HENEEEEEEN
hit with foot ERRERERER
kick HENEEEEEEN
hitagainst HENEEEEEEN

Figure 18: Presentation of John kicked Mary the ball. Reproduced from Allen (1997b,
p303).
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INPUT
Verb

E

carry
Argument

basket i B B B B B
John HE B B B B ©®
Mary HE B B B B §

OUTPUT
Argument Roles

cause

travel

endpoint

i

possess

Core Semantics

move

support

!

contcont

Figure 19: Presentation of John carried Mary the basket. Reproduced from Allen
(1997b, p304).

trated in Figure 19. The network’s bindings of arguments to roles is confused,

and the appropriate core semantics are not fully activated.

4.4 Allen’s conclusions

Allen (1997b) concludes that the network is able to make the correct, constrained
set of generalisations because it integrates information regarding the semantics
of the verbs and the distribution of linguistic forms to create subclasses of verbs.
Specifically, the network identifies which alternate forms are grammatical for
any given verb based upon the core semantic features associated with that verb.
However, identification of the set of core semantic features which are relevant
to establishing the extant subclasses of verbs depends on the distribution of
lexical forms in the training set. For example, if the network is exposed to verbs
associated with the set of semantic features X occurring in double object forms

and verbs associated with the set of semantic features Y which do not occur

44



in the double object form, then the network will conclude that those semantic
features which are members of X and not members of Y are markers of verbs
which can occur in the double-object form. Any verb which is associated with
these semantic features will then be treated as a verb which can occur in the
double object form. This is an example of bootstrapping - the verb semantics,
which are acquirable from analysis of the co-occurrence relationships within the
training set, facilitate the acquisition of syntax. This bootstrapping is dependent
on the network’s ability to integrate information from multiple sources during

learning,.

5 Replication of Allen’s model

A simplified version of the model outlined in Allen (1997a, 1997b) was imple-
mented which was capable of learning the theta-role assignment properties of a
small selection of verbs. While this network was able to generalise beyond the
training set in terms of the specific nouns and prepositions selected by verbs,
it failed to generalise to unseen grammatical forms. This finding is contradic-
tory to the conclusions of Allen (1997a, 1997b). The training set used to train
the network is described in Section 5.1. The structure of the neural network
is outlined in Section 5.2. The network’s performance and the conclusions this

performance suggest are discussed in Sections 5.3 and 5.4.

5.1 The training data

A set of sentences generated by a small grammar fragment formed the basis of
the training data. The grammar used is outlined in Appendix 3 and allowed
intransitive, transitive verbs and ditransitive verbs, with the possibility of a
single prepositional adjunct to the intransitive and transitive verbs. The nouns,
verbs and prepositions used are listed in Figure 20. This grammar was used
to randomly generate a large set of sentences. Elimination of ungrammatical
sentences resulted in a final set of 938 sentences. Figure 21 summarises the

composition of this corpus in terms of verb transitivity and adjunction.
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Nouns | Verbs | Prepositions

bee jump over
bird live onto
cow roll into
cat fly to
person | walk on
man break from
woman | spread with
car kick -
plane move -
ball take -
cable pour -
bottle buy -

water drop -
city load -
park put -
house send -
floor give -
carpet - -
bed - -
hill - -

track - -

spot - -

Figure 20: The lexical items included in the corpus.
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Transitivity | Prepositional Adjunct? | Number
Intransitive No 38
Intransitive Yes 240
Transitive No 312
Transitive Yes 185
Ditransitive No 163
Ditransitive Yes 0
Total 938

Figure 21: Breakdown of the training corpus.

Each sentence was then split into a temporal sequence with a number of
time steps equal to the number of arguments (see Section 4.1) and each linguis-
tic form was paired with a meaning at each time step. The meaning for each
time step was considered to be the core semantics of the sentence as a whole
and the thematic role of the argument at the time step under consideration. As
with Allen (1997a, 1997b), the core semantics were simply a componential rep-
resentation of the semantics of the sentence verb. This componential analysis
is derived from the verb taxonomy shown in Figure 36 in Appendix 4, which is
loosely based on the WordNet lexical database. The componential analysis is
based around 15 binary features: Cause, Change State, Fill, Movement, Travel
Mode, Use Legs, Coverage, Strike, Transfer Location, Endpoint, Transfer Pos-
session, Exchange, Consent, Continuous Contact and Instantaneous Contact.
In addition to these more general features, there was a single specific feature
for the core semantics of each verb. The componential analysis of each verb is
given in Figure 22 below.

In addition to the componential analysis of core (essentially verb) semantics,
the meaning representation for each time step included the theta-role for the
argument appearing at that time step. One of seven possible thematic roles
was assigned to each argument. The thematic roles and their definitions are

outlined below. This set of theta-roles is fairly uncontroversial and can be

47



Verb | Features

Live +live

Load | +cause, +state change, +fill, +load

Break | +cause, +state change, +break

Walk | +cause, +movement, +travel mode, +use legs, +contcon, + walk
Jump | +cause, +movement, +travel mode, +use legs, +instcon, +jump
Roll +cause, +movement, +travel mode, +contcon, +roll

Fly +cause, +movement, +travel mode, +fly

Send | +4cause, +movement, +transfer location, +endpoint, +instcon, +send

Put +cause, +movement, +transfer location, +endpoint, +contcon, +put
Move | +cause, +movement, +transfer location, +contcon, +move

Pour | +cause, +movement, +transfer location, +pour

Drop | +cause, +movement, +transfer location, +instcon, +drop

Kick +cause, +movement, +strike, +instcon, +kick
Spread | +cause, +movement, +coverage, +spread

Buy +cause, +transfer possession, +exchange, +consent, +buy

Give +cause, +transfer possession, +consent, +give

Take | +cause, +transfer possession, +take

Figure 22: Componential analysis of all verbs.
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found in syntax textbooks such as Haegeman (1994) and Aarts (1997). While

lacking the fine granularity of the roles and subroles used by Allen, they provide

adequate coverage at a reasonable granularity.

Agent: The one who intentionally initiates the action expressed by the

predicate.

Theme: The entity affected by the action or state expressed by the

predicate.

Experiencer: The entity that experiences some (psychological) state

expressed by the predicate.’

Beneficiary: The entity that benefits from the action expressed by the

predicate.

Goal: The entity towards which the activity expressed by the predicate

is directed.

Source: The entity from which something is moved as a result of the

activity expressed by the predicate.

Location: The place in which the action or state expressed by the

predicate is situated.

(Haegeman 1994, p49-50)

The theta-roles assigned to some sentences generated by the grammar are

given below in (9) to (14).

(11)

the ball rolled.
THEME

the man poured the water.

AGENT THEME

the person lived with the cat.
EXPERIENCER LOCATION

8 Living was treated as a psychological state when assigning thematic roles to arguments.

49



(12) the woman poured the water into the bottle.

AGENT THEME GOAL

(13) the man bought the cow from the woman.
AGENT THEME SOURCE

(14) the woman gave the person the table.
AGENT BENEFICIARY THEME

5.2 The neural network

The structure of the neural network used is illustrated in Figure 24. A simple
recurrent network (Elman, 1990; Jordan, 1986; Servan-Schreiber, Cleeremans
& McClelland, 1988; also see Appendix 1) was preferred over the recurrent net-
work used by Allen for two reasons. Firstly, SRNs are simple to implement
but are capable of learning mappings between inputs and outputs which are
sequence-dependent (Elman, 1990; Jordan, 1986; Servan-Schreiber, Cleeremans
& McClelland, 1988). Secondly, the standard backpropagation algorithm can
be used to train SRNs. Allen uses the backpropagation through time algorithm
(Rumelhart, Hinton & Williams, 1986), which is computationally expensive. In
backpropagation through time, the network is unfolded into a series of networks,
one for each time-step over which learning must occur, and the backpropagation
algorithm is used to train the unfolded network. The unfolding of a recurrent
network over 3 time steps is illustrated in Figure 23. As can be seen from this
figure, the number of connections in the unfolded network which must be ad-
justed during training is equal to the number of recurrent connections multiplied
by the number of time steps minus one. This makes training extremely slow,
particularly for networks of the size required for the current task. The large
training set used further slows the learning process. Allen’s network, shown in
Figure 17, was presumably extremely slow to train.

While the structural differences between the network shown in Figure 24
and the network used by Allen are obviously fairly large, the two networks

take similar forms of input and produce similar forms of output. Allen’s net-
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Figure 23: A very small recurrent network (left) and the same network unfolded over

three time steps (right).
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Figure 24: Architecture of the thematic role network



work took as input a distributed representation of the argument semantics and
localist representations of verbs and prepositions. It produced as output a dis-
tributed representation of core semantics and a distributed representation of
the theta-role of the input argument. The SRN shown in Figure 24 takes as
input a distributed representation of noun semantics (see below) and localist
representations of verbs and prepositions. It produces as output a distributed
representation of core semantics and a localist representation of the theta-role
of the input noun. There are only two real differences in terms of the input
and output of the two networks. Firstly, Allen’s network uses far more units in
the input and output layers. The smaller coverage of the SRN and the differ-
ent analysis of noun and core semantics used means that the SRN uses fewer
units. Secondly, the SRN outputs a localist, as opposed to distributed, repre-
sentation of roles. As the subroles used by Allen were omitted, a distributed
representation was not needed.

Allen (1997a, 1997b) was followed in representing input nouns using a dis-
tributed representation based on a componential analysis of the semantics of
the nouns. This componential analysis was derived from the taxonomy of nouns
shown in Figures 37 and 38 in Appendix 4, which was taken from WordNet.
The componential analysis centres around 28 binary features: lifeform, animal,
vertebrate, mammal, feline, bovine, person, male, female, object, location, re-
gion, urban area, natural object, artifact, covering, structure, instrumentality,
transport, motor vehicle, game equipment, conductor, furniture, vessel, surface,
way, substance and fluid. In addition to these more general features, there was
one specific feature for the semantics of each noun. For example, man would
be [+lifeform, +person, +male, +man] whereas bed would be [+object, +arti-
fact, +instrumentality, +furniture, +bed]. Each unit in the argument semantics
section of the input layer represents a single feature.

The other inputs to the network are localist representations of the verb and
any prepositions present in the sentence. The network produces a distributed
representation of the core semantics of the sentence, which is based upon the

componential analysis of verbs outlined in section 5.1 with each output unit re-
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sponsible for representing a single semantic feature, and a localist representation
of the thematic role assigned to the argument by the verb.

The different nature of this network and Allen’s network resulted in rather
different training regimes. The standard backpropagation algorithm was used”
(see Appendix 1). After every epoch of training the order of the sentences in
the training set was permuted, to prevent the network learning the accidental
sequential relationships between sentences. This was not strictly necessary, as
the network should identify the sequential relationships relevant to determining
appropriate output on its own. The temporal sequence of input and output pat-
terns representing each utterance was presented twice during a single sentence
presentation, whereas Allen presented each sequence six times. A lower number
of repetitions could be used because, unlike a recurrent network, a SRN does
not require time to settle. However, repetition was still necessary. Without
repetition of the sequence, it would be impossible to judge if the network had
learned the underlying well-formedness constraints on the sentences in the train-
ing set. For example, consider the presentation of the ungrammatical sentence
the man put the woman. In a single-presentation model, it would be impossible
to judge whether the network regards this as grammatical or not - the network
may well produce the correct output for the first and second arguments. In a
two-repetition model the network’s response should be obvious - the first pass
through the utterance allows the network to see that the third argument is
missing, and this will affect the network’s response on the second pass.

This training process was repeated for 102 epochs, at which point the net-
work’s average error was less than 0.02 per pattern. Training was considered to

be complete at this point.

5.3 Successes and failures of generalisation

The trained network is able to generalise correctly across nouns in unseen con-
texts. Figure 25 shows the network’s input and output for the previously unseen

grammatical sentence the person gave the water to the man. The network cor-

7A learning rate of 0.5 was used.
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rectly binds the person to the agent role, the water to the theme role and
the man to beneficiary. The correct core semantics for the verb gave are also
generated. All units which are not shown in the diagram had activation levels
of less than 0.1. The network’s outputs for the first pass through the input
sequence are omitted.

The network’s response to the unseen sentence *the bee gave the water to the
cow is shown on the right of Figure 25. This sentence violates the selectional
properties of the verb give, which usually takes a human agent. The network
identifies bee as the theme of the sentence at time step 4, but later becomes
confused as to the theta-roles of the remaining arguments. The core semantics
at the final time step are not those which would be expected of a grammatical
sentence involving give. These output characteristics - low activation of thematic
role units, binding of one thematic role to multiple arguments and incomplete
core semantics - are interpreted as a rejection of the input sentence.

The network does not overgeneralise to ungrammatical forms. Figure 26
shows the network’s response to the ungrammatical *the man put the bed the
cat and *the man lived the house. As can be seem from the illustration, the
network generates output indicating rejection of a double-object form of put,
and rejects a transitive form of live.

Contrary to expectation, the network was not able to generalise correctly
to unseen double-object forms of verbs. The trained network correctly assigns
theta-roles and generates core semantics for the sentences (15), (16) and (17).
This suggests that the network should generalise to the grammatical (18)8. The
network’s output for this novel form is shown in Figure 27. The network clearly

rejects (18).

(15) the man bought the cow from the woman
AGENT THEME SOURCE

(16) the man bought the woman the cow
AGENT BENEFICIARY THEME

8This is not uncontentious. In a straw poll of 7 native English speakers, 5 found the

sentence acceptable.
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INPUT
Verb

give ...... give

Preposition

to ~ HEEEEE o

Argument

person || [ |

water H N

man H B

OUTPUT
Argument Roles

agent .

theme .

beneficiary .

Core Semantics

cause . . .
trans possession . . .
consent . . .
give . . .

bee
water

cow

agent
theme

beneficiary

cause

trans possession

consent

give

INPUT
Verb

]| .

Preposition

_ HENEEE
Argument
H B
H B
H B

OUTPUT
Argument Roles

I

-
Core Semantics

il

Bl

il
B | P

Figure 25: The network’s response to the person gave the water to the man (left) and

*the bee gave the water to the cow (right).
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INPUT INPUT

Verb Verb
put B | [ | | | [T _ HEER
Argument Argument

man H N man H N
bed . . house . .

cat [ | [ | OUTPUT
Argument Roles

OUTPUT
Argument Roles experiencer -
agent [ | location
theme = Core Semantics
Core Semantics live
cause n..
move ||
trans location [ |
endpoint
contcon
put

Figure 26: The network’s response to *the man put the bed the cat (left) and *the

man lived the house (right).
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INPUT
Verb

take ~ HENEEE

Argument

man H N
woman . .
cow H N

OUTPUT
Argument Roles

agent | |

theme ||
Core Semantics

cause .
trans possessi onJ
teke . Hiim

Figure 27: The network rejects the man took the woman the cow.

(17) the man took the cow from the woman

AGENT THEME SOURCE

(18) the man took the woman the cow

AGENT BENEFICIARY THEME

This result in itself is not contradictory to Allen’s findings. Allen states
that “the particular features that are crucial to an alternation are neither so
specific that they are present in only one verb, nor so widely utilised that they
are active both when the relevant interpretation is required and when it is not.”
(Allen 1997b, p304, emphasis added). The core semantics of the verbs buy,
take and give are shown on the left of Figure 28. There is clearly no core
semantic feature which is associated with buy and teke, which take part in the
alternation, but not give, which does not. However, the core semantics of buy
and take with give removed (right of Figure 28) clearly yields such a candidate
semantic feature. Transfer Possession is active when the verbs which take
part in the appropriate alternation are presented, but is inactive for all other

verbs. This suggests that removing the verb give from the semantic space will
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take take

Figure 28: The semantic space when buy, take and give are present (left). The

semantic space with give removed (right).

allow the correct alternation to emerge.

All instances of sentences involving give were removed from the training set
and the network was trained again from random initial weights. The network
produced the correct outputs for (15), (16) and (17), as before. However, the
network still failed to generalise correctly to the double-object form of take, (18).
This result is contradictory to Allen’s findings, which predict that the network
would generalise to the double object form of take, given the availability of a

semantic marker for this alternation.

5.4 Conclusions

The SRN was capable of generalising over nouns and prepositions in unseen
contexts and did not overgeneralise to ungrammatical constructions, which sug-
gests that implicit negative evidence, in the form of non-occurrence, strongly
influenced the network. However, the SRN failed to generalise to the double
object form of take. This must be regarded as a failure to bootstrap from se-
mantics to syntax in the anticipated manner. This failure is somewhat surprising
given Allen’s findings and the presence of a semantic marker for the appropriate

alternation in the training set which did not include the verb give.
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6 Integration of the two models

The models of Harris (1989, 1990) and Allen (1997a, 1997b) were integrated into
a single model capable of learning a sequence-dependent mapping from form to
meaning. The resources available to the network were reduced at the first hidden
layer and the units at this layer acted as detectors for input features which
were predictive of the desired output. These features were integrated syntactic-
semantic features. The training data and network structure are described in
Sections 6.1 and 6.2. The features detected by the units in the hidden layer are

discussed in Section 6.3.

6.1 The training data

The training data was identical to that outlined in Section 5.1.

6.2 The neural network

The SRN outlined in Section 5.2 was modified to include an additional hidden
layer which received inputs directly from the input layer. This new hidden layer
is similar to the hidden layer in Harris’s model in that there are several small
groups of units, each of which is responsible for developing a useful represen-
tation of the input space during learning. The precise number of units in each
section of this layer was established by trial and error - the network failed to
learn if the first hidden layer contained any fewer units. The integrated network
is shown in Figure 29.

The training set was converted into binary form as described in 5.2, with
one exception. The arguments were represented using a localist, rather than
distributed, representation. Removing the semantics of the nouns from the
input meant that the network would have to devise its own representation of
the noun space.

The network was trained using the backpropagation algorithm, as outlined in
Section 5.2. Training was stopped after 100 epochs, when the network’s average

error fell below 0.02 per pattern. At this point the network was considered to
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Figure 29: The structure of the network. Note the reduced number of argument input

units and the extra hidden layer.
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be trained.

6.3 Integration of syntactic and semantic features

The trained network behaved in a similar manner to the network described
in Section 5. While the network was able to generalise over nouns in unseen
positions, it rejected unseen grammatical forms. The double-object form of take
was rejected, as was expected given the absence of a semantic marker unique to
the verbs taking part in the alternation®.

In order to uncover the representations developed by the network at the
first hidden layer, the localist representations of the input nouns, verbs and
prepositions were presented individually and the patterns of activation of the
units in the relevant section of the first hidden layer were recorded.

The units in the first hidden layer are responsible for recoding the input
in a manner which allows higher layers in the network to generate the correct
output for that input. The network produces as output a representation of the
core semantics of the sentence and the theta-role of the argument presented
at the time step in question. Since the input-output mapping is sequence-
dependent, the network also has to learn which sequences are acceptable. We
would therefore expect the network to develop internal representations which

encode:

1. The core semantics associated with an input pattern.

2. The thematic role or sequence of thematic roles associated with an input

pattern.

3. The sequence of input-output patterns which are associated with an input

pattern.

The first hidden layer, with its small number of units, forms an information
bottleneck through which all the relevant characteristics of the input patterns

must pass. We would therefore expect to see the representations at this layer

9The verb give was included in the network’s training set.
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encode all three of the associations between input and output outlined above.
However, uncovering how each unit in the first hidden layer categorises its inputs
is far from trivial. In theory any unit in the first hidden layer could classify its
inputs according to any combination of the three associations between input
and output outlined above. For example, a single unit could categorise patterns
according to which core semantics they were commonly associated with and
which thematic roles they were associated with and what sequence of patterns
they were associated with. Furthermore, the categorisations at the first hidden
layer could be refined at higher levels of the network, resulting in a significant
amount of noise in the first hidden layer representations of the input.

As a result of all these problems, it was extremely difficult to form a hypoth-
esis on the categorisation function of most of the units in the first hidden layer.
However, hypotheses could be formed about the categorisation function used by
three units in the section of the first hidden layer responsible for representing
input arguments and three units in the verb hidden layer. The representation
of prepositions developed at the first hidden layer appeared to be completely
unstructured. This is perhaps unsurprising - the sequence of output patterns
a preposition is associated with is strongly determined by the verb the prepo-
sition appears alongside. Verb-preposition pairs would therefore be strongly

predictive, but prepositions alone would be poor predictors.

6.3.1 Argument hidden units

There are seven units in the first hidden layer responsible for representing the
argument section of the input layer. The activation level produced at three of
these units in response to each input noun is illustrated in Figures 30 and 31.
Argument hidden unit 1 appears to grade the input nouns according to their
likely position in the input sequence. Inputs which produce high activations are
likely to be the final argument in a sequence of arguments. Inputs which produce
very low activations are more likely to appear as the initial argument in a se-
quence. Argument hidden unit 1 is therefore encoding the well-formedness con-

straints on the sequence of input-output patterns. It is rather counter-intuitive
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Argument Hidden Units

First man
woman

person
cat . non-lifeform

cow
bird

water
carpet

cable
house
plane
hill
track

bottle
city
park

Last floor

Figure 30: Activation levels of argument hidden units 1 and 3 in response to input
nouns. Unit 1 grades the inputs on their likely position in the input sequence. Unit 3

makes a binary distinction between lifeforms and non-lifeforms.
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that the network appears to encode the number of arguments a verb takes as
a property of nouns, rather than exclusively a property of the verb. However,
if the composition of the training set and the capabilities of the network are
considered, this method is in fact highly appropriate.

Nouns such as park and city frequently appear as the last argument in sen-
tences in the training set, in sentences such as the man send the woman to the
park and the bird flew over the city. They never appear as the first argument
of a sentence in the training set and very rarely appear as the middle argument
of three. Nouns such as plane and bed frequently occur as the last argument in
sentences in the training set. They also occur, although less frequently, as the
middle argument of three, as in the woman gave the car to the person. Such
nouns can occur as the first argument of a sentence, as in the plane flew over
the city, but this is very rare in the training set. The noun plane only appears
once as the first argument, although it occurs 46 times as the middle argument
of three, and 79 times as the final argument. Nouns such as carpet, water and
ball occur as the first argument slightly more frequently in the training set, in
sentences such as the water spread, the carpet spread over the floor and the ball
rolled. Nouns such as man and woman occur most frequently in the first ar-
gument position of sentences in the corpus - man appears as a first argument
193 times in a corpus of 938 sentences. The high activation level generated by
bottle is due to an anomaly in the training set - due to the random nature of
the training set, bottle appears as a third argument 53 times, but only once as
a first argument.

The structure of the simple recurrent network also favours the use of an
“end of sentence” marker, rather than a counter which counts the number of
arguments presented so far. Bengio, Simard & Frasconi (1994) and Elman
(1993) show that the performance of SRNs deteriorates as the length of the
dependencies they must keep track of increases. Minimising the importance of
non-local dependencies simplifies the learning task.

Argument hidden unit 3 (see Figure 30) uses a rather simpler function to

categorise the input nouns. All non-lifeform nouns produce high activation
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Figure 31: Responses of argument hidden unit 2 to input nouns. The unit makes a

binary distinction between human nouns and all other nouns.

levels at unit 3, whereas lifeform nouns produce activation levels close to zero.
This distinction is presumably used by the network to determine the eligibility
of an argument to be bound to the agent role - only lifeforms can be agents.
Similarly, argument hidden unit 2 (see Figure 31) makes a distinction between
human nouns and all other nouns. Only human nouns can be bound to the
beneficiary role and only human nouns can appear as the first argument of
verbs such as give, buy, take, load and send. This distinction therefore probably
influences the assignment of thematic roles to arguments and the network’s

judgement of the well-formedness of sentences.

6.3.2 Verb hidden units

There are seven units in the first hidden layer responsible for representing the
verb section of the input layer. The activation level produced at three of these

units in response to each verb is illustrated in Figures 32 and 33.
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Verb Hidden Units
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H trans location buy

cont con take not single arg

load
pour ]
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cont con drop
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other
break
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jump single arg
fly
kick

Figure 32: Responses of verb hidden units 2 and 3 to input verbs. Unit 2 makes a
three-way distinction between verbs based on the core semantics they are associated
with. Unit 3 categorises input verbs based on the number of arguments they appear

with.

Verb hidden unit 2 makes a fairly straightforward distinction between verbs
which are associated with the continuous contact core semantic feature and
all other verbs, with verbs associated with continuous contact producing
non-zero activation levels at the unit. However, the continuous contact verbs
are further differentiated into those which are associated with the travel mode
core semantic feature, which produce intermediate activation levels, and those
which are associated with the transfer location core semantic feature, which
result in high activation levels.

Verb hidden unit 3 appears to categorises verbs in a slightly more complex
fashion, based on how many arguments they appear with in the training set.
Verbs such as give and load, which produce very low activation levels at the unit,
never appear with only one argument in the training set. They are transitive or
ditransitive verbs. Drop and spread are included in the non-intransitive category
because they appear with a single argument only once each in the training set.

Verbs such as move and fly, which produce high activation levels at the unit,
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Verb Hidden Units
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Figure 33: The response of verb hidden unit 1 to the input verbs. The unit discrimi-
nates between verbs which frequently occur with three arguments and are associated

with the transfer location semantic features and all other verbs.

do appear with a single argument a number of times in the training set. The
network classifies these verbs as intransitives. The verbs live and break do not
fit well into these categories. Live is probably treated as an exception by the
network, because it is the only verb which is not associated with the cause core
semantic feature and the experiencer role. Break only appears in the training
set once, and therefore does not fit into any of the established categories.

Verb hidden unit 1 (see Figure 33) appears to combine the type of categori-
sation made by verb hidden units 2 and 3. Presentation of the verbs send, move,
put and pour results in high levels of activation at unit 1. All other verbs pro-
duce low or zero activation. It is possible that verb hidden unit 1 responds only
to those verbs which are associated with the transfer location core semantic
feature and which frequently occur with three arguments. Drop is also associ-
ated with transfer location, but it rarely occurs with three arguments. If this
is the case, then unit 1 categorises input verbs on a combination of semantic

and syntactic criteria.
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6.4 Conclusions

Units were identified in hidden layer 1 which categorised input patterns based

upon combinations of three features:
1. The core semantics associated with an input pattern.

2. The thematic role or sequence of thematic roles associated with an input

pattern.

3. The sequence of input-output patterns which are associated with an input

pattern.

However, the interaction between these features and noisy categorisation
complicated the analysis of the hidden layer representations. As a consequence,
hypotheses were only formed regarding the categorisation functions of a small

number of units in the first hidden layer.

7 Discussion

7.1 Non-compositional semantics and their acquisition

Harris (1989, 1990) rejects strictly compositional approaches to semantics, where
the meaning of an utterances is a function of its parts and the way those parts are
combined by the grammar. Instead, she prefers a non-compositional approach
where utterance semantics are determined by a set of rules which map directly
from lexical semantics to utterance meaning. Based upon the categorisations of

lexical items made by her network, Harris suggests rules such as:

IF ground TR AND (NOT one-dimensional TR) AND path type 1 AND

path type 2 AND surface LM THEN above across contact up
(Harris 1990, p25)

A collection of such rules would represent a non-compositional approach to
semantics. The replication of Harris’s network outlined in Section 3 suggests

that some extremely specific, and perhaps idiosyncratic, rules are encoded in the
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micro-inferences made by the individual units in the network, and that rules are
weighted relative to one another. This means that it is difficult to identify the
contribution made to sentence meaning by any individual lexical item in that
sentence. For example, sentences involving the trajector helicopter typically do
not invoke the coverage sense of over unless the landmark is small. This might
suggest that helicopter is assigned some meaning indicating it as a small flying
trajector, which is then combined with the meaning of the landmark and the
verb to determine the meaning of the whole utterance. However, the network
identifies the sentence the helicopter sits over the park as an instance of coverage
over. This suggests that the semantics of helicopter are not entirely fixed - the
semantic feature of helicopter which identifies it as small can be abandoned in
certain utterances. The meaning of the utterance is therefore not a monotonic
function of the meaning of its parts. The hypothesised preponderance of highly
specific rules and the rather ill-defined lexical semantics makes characterising
the non-compositional semantic system cumbersome at best.

As discussed in Sections 2.3 and 3.3, Harris’s network and its equivalent
network developed in this paper allocated units in the hidden layer to act as
feature detectors for features which were predictive of sentence meaning. These
features appear to be similar to some of those used by English language users to
identify the particular sense of over which an utterance evokes. The network dis-
covered these features using a general learning mechanism (backpropagation) to
analyse a set of form-meaning pairs. This suggests that language-specific learn-
ing procedures are not required to acquire something akin to lexical semantics
and non-compositional semantic rules, although an ability to determine which
elements of the environment the utterance refers to is crucial. The networks
are presented with this information in the form of a vector representing the
meaning of the utterance, but determination of utterance meaning is not trivial
in real-world contexts. This suggests that an innate ability to isolate salient
aspects of the context in which an utterance is presented, perhaps requiring a
theory of mind (Fodor, 1992), may be essential to acquisition using this model.

However, networks similar to Harris’s would probably arrive at a similar set
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of feature detectors if trained on noisy linguistic forms and noisy meanings for

those forms, if given enough exposures.

7.2 Generalisation to unseen grammatical forms

Allen’s network (Allen 1997a, 1997b) was able to successfully generalise to un-
seen syntactic forms, but only did so in a constrained manner, rejecting ungram-
matical unseen forms. Allen’s network solved the projection problem (Peters,
1972; Baker, 1979), at least for a limited language fragment, and did so without
explicit negative evidence. Allen suggests that this was achieved by identifying
semantic features which were markers of alternating verbs, then allowing verbs
which were associated with those semantic features to take part in the relevant
alternation. This is an example of bootstrapping. The SRN version of Allen’s
network (see Section 5) failed to use verb semantics to bootstrap acquisition of
syntactic properties of verbs. There are several possible explanations for this

failure to solve the projection problem:

1. The failure was due to differences in the training set - the training set
used by Allen was based upon actual utterances and encompassed a wider

range of lexical items and grammatical forms.

2. The differing core semantic representations used influenced performance.

Allen’s analysis was of a finer grain.
3. The difference in network structures prevented successful acquisition.

4. The failure was due to over-training of the SRN, which can affect the

ability of networks to generalise.

The first two possibilities from this list seem the least likely. Despite dif-
ferences in the composition of the training set and the granularity of the core
semantic representations used, the necessary elements were present to allow the
SRN to bootstrap from semantics to syntax - the necessary alternations were

present in the training set and there was a semantic feature which was unique to
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verbs taking part in this alternation, once the verb give was removed (see Fig-
ure 28). Bootstrapping should therefore be possible. Possibilities 3 and 4 seem
more likely explanations. Allen’s network was more freely recurrent than the
SRN, which may have enabled it to learn the sequence-dependent mappings in
a different manner. The SRN was also trained to rather more stringent criteria,
which may have resulted in rote, rather than rule-based, learning. However, the
ability of the network to generalise over the semantic features of the arguments
of verbs suggests that this may not be the case.

If the failure of the network to solve the projection problem resulted from
the structure of the network or the amount of training performed, this suggests
a lack of generality in the bootstrapping phenomenon. If bootstrapping re-
quires specific network structure or training regimes, it will not reliably emerge
from the general ability of networks to integrate multiple sources of informa-
tion and solve multiple constraints. By analogy, if the theories of language
acquisition which appeal to bootstrapping procedures require specific cognitive
apparatus or constrained learning processes and these apparatus and processes
differ from those of general cognitive functions, then bootstrapping explana-
tions must presuppose some innate, language-specific structures in the brain
or language-specific developmental processes in the brain. This constitutes a
problem for cognitive linguistic theories, which reject the Chomskyan tenet of

unique handling of language in the brain.

7.3 Interactions between syntax and semantics

The linguistic theories presented in papers such as Harris (1990) and Langacker
(1986) reject the notion of autonomous syntactic and semantic processing mod-
ules in the brain. Instead, they suggest that “all grammatical forms have a
conceptual basis ...there is no clear separation between grammar, semantics
and pragmatics” (Harris 1990, p10, emphasis added). The network in Section
6 is an example of a model which conforms with these assumptions. The inter-
nal representations generated by the trained network suggest that there will be

no distinction between syntax and semantics in a language acquisition system
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which is loosely structured internally and learns using a generalised learning
algorithm. Certain units in the hidden layer of the trained network attribute
syntactic properties to essentially semantic elements of the input and other units
develop representations which seamlessly merge syntactic and semantic proper-
ties. For example, a hidden layer unit appears to use nouns as end of clause
markers (see Section 6.3.1 and Figure 30) and another hidden unit specialises in
identifying verbs associated with a limited set of semantics and syntactic forms.
This is not necessarily wrong, and indeed cognitive linguists may expect to see
such features. However, the cognitive linguists’ assumptions of non-autonomy
and generalised learning procedures may imply a theory of language competence
which is extremely difficult to characterise in formal terms without an explosion
of formal concepts. In an era when the most influential theories of language
competence are being streamlined and simplified!® (Chomsky, 1995) this may

be viewed as a retrograde step.

8 Conclusion

Cognitive linguists reject the Chomskyan tenets of autonomy of syntax and
semantics and the specialisation of the language faculty. The replication of a
connectionist model of acquisition of semantics suggests that generalised learn-
ing procedures may be adequate to acquire non-compositional semantic rules
which operate over acquired lexical semantics. However, these lexical semantics
and non-compositional rules may be difficult to characterise concisely, consisting
as they do of subtle, possibly domain-specific semantic distinctions and a large
number of weighted rules.

The replication of a connectionist model which attempts to bootstrap from
semantic features to syntactic properties suggests that generalised learning pro-
cedures may not be reliably capable of correctly projecting from linguistic ex-
perience to linguistic competence. Development of a model which integrates

acquisition of semantics and syntax suggests that language acquisition by pro-

10Tn terms of their number of formal concepts and rules, if not in terms of transparency.
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cedures which are not language specific within a non-modular system may result
in a theory of language which is extremely hard to characterise and generate
predictions from.

In conclusion, while connectionist models of language acquisition and cog-
nitive linguistic theories represent an interesting alternative to Chomskyan the-
ories of language competence, the phenomenon they appeal to to explain ac-
quisition are no better understood than innatist theories. Cognitive linguistic
explanations of linguistic competence suffer the added disadvantage of being

difficult to describe in simple formal terms.
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9 Appendix 1: A summary of neural network
theory

The research outlined in this paper centres around computational simulations
using neural networks (Bechtel & Abrahamsen, 1991; Rumelhart et al., 1986). A
summary of the basic mechanics of neural networks is presented here, although

a detailed understanding of their operation is not essential.

The structure of Neural Networks

Neural networks (Bechtel & Abrahamsen, 1991; McClelland et al., 1986; Rumel-
hart et al., 1986) consist of units and connections. Units are computing units.
Connections link these computing units, allowing information to be passed be-
tween them. While the computations carried out by individual units are ex-
tremely simple, a group of units connected in the appropriate configuration can
be capable of carrying out complex calculations.

Each unit in a neural network has an activation level. For all networks
outlined in this paper, the activation levels of units vary continuously between
0 and 1, with activation 0 indicating a unit which is fully switched off, and
activation 1 indicating a unit which is fully switched on. Units are connected
to one another by weighted connections. Activation flows along these weighted
connections between units. For all networks outlined in this paper, connections
are unidirectional - a connection between units allows activation to flow in one
direction but not the other. The activation level of unit ¢, a;, can be calculated

according to the formula:

a; =g Z’wi]‘a]‘ (19)
7j=0

where g is an activation function, w;; is the weight of the connection to
unit ¢ from unit j and a; is the activation of unit j. The activation function g
simply rescales this sum of weighted inputs so that the activation level of the

unit varies within limits defined by the experimenter. For all networks outlined
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in this paper, the sigmoid activation function is used. This activation function

ensures that activation levels vary between 0 and 1, and is given in equation 20.

1

- - 2
14+e 7 (20)

9(2)

Individual units are therefore only capable of carrying out a very simple
computation - they merely take a weighted sum of their inputs and scale it
according to the activation function g. However, several units connected in
a specific pattern with specific connection weights are capable of carrying out
more complex computations. A feed-forward network is depicted in Figure 34.
The units in feed-forward networks are organised into layers, with the units in
layer n connected to the units in layer n+1. Connections from layer n to layer n
(within-layer connections) or from layer n to layer n—1 (backward connections)
are prohibited in feed-forward networks. Input is given to the feed-forward
network by enforcing a pattern of activation over the units in the input layer.
This pattern of activation propagates forward through the weighted connections
to the hidden layer, resulting in a (possibly different) pattern of activation over
the units in the hidden layer. In the feed-forward network shown in Figure 34,
the input layer is fully connected to the hidden layer - every input layer unit
is connected to every hidden layer unit. Activation then propagates forward
through the weighted connections to the output layer, resulting in a pattern of
activation over the units in the output layer. This pattern of activation is the
network’s response to the pattern of activation presented over the input layer.
The weights of the connections in the network determine the precise mapping
from input pattern of activation to output pattern of activation.

As can be seen in Figure 34, all units, apart from units in the input layer,
are connected to a bias unit. The bias unit is a special type of unit with a fixed
activation level of 1. Bias units, in conjunction with the weighted connection
connecting them to their associated unit, perform a thresholding function on
the weighted sum of inputs to their associated unit. The connectivity between
bias units and the units they threshold is the only exception to the restriction

on within-layer connections that applies to feed-forward networks. Bias units
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Input Layer

Figure 34: A feed-forward neural network

are omitted from all future figures depicting neural networks.

A simple recurrent network (Elman, 1990; Jordan, 1986; Servan-Schreiber,
Cleeremans & McClelland, 1988) is depicted in Figure 35. Simple recurrent
networks, or SRNs, are capable of learning sequence-dependent mappings from
input to output. Unlike feed-forward networks, SRNs utilise a limited number
of recurrent connections. Recurrent connections in an SRN connect the hidden
layer to a preceding layer, known as the context layer, which is in turn connected
to the hidden layer. SRNs typically use recurrent connections with a fixed weight
of 1, and context units with a linear activation function. This has the effect of
copying the patttern of activation of the hidden layer at time ¢ to the context
layer at time ¢ + 1. The context layer therefore stores the internal state of the
network at the preceding time step. The connections from the context layer
to the hidden layer allow the pattern of activation of the hidden layer at the
previous time step to influence the pattern of activation of the hidden layer at
the current time step. Given the correct connection weights in the network,
this allows SRNs to learn sequence- or time-dependent mappings from input to
output. In Figure 35 the connections between individual units are omitted for
clarity and the arrows between layers represent full connectivity between those

layers.
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Figure 35: A simple recurrent network

Training Neural Networks

Manually calculating the correct weights to deliver a desired output pattern from
a given input pattern would be extremely time-consuming for all but the most
trivial of neural networks. Fortunately, training algorithms exist which allow the
calculation of weights to be automated. The training algorithm most commonly
used to train feed-forward and simple recurrent networks is the backpropagation
algorithm (Rumelhart, Hinton & Williams, 1986; Hinton, 1987). The backprop-
agation algorithm requires the existence of a training set, consisting of a set of
input activation patterns, each of which is paired with a target output pattern

of activation for that input. The backpropagation algorithm is as follows:

e For each input pattern-output pattern pair in the training set:

1. Present the input pattern to the network and propagate activations

forward to produce an output pattern of activation.

2. Compare the output pattern obtained with the target output pattern
for that input pattern and calculate the network’s error for that input
pattern using equation 21. Error is simply a measure of the difference
between the output pattern generated by the network and the target

output pattern.
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3. Calculate the contribution each connection makes to overall error:

— For connections from the last hidden layer to the output layer,

use equations 22 and 23.

— For all other connections use equations 22 and 24.

4. Adjust connection weights to reduce overall error using equation 25.

The equations used by the backpropagation algorithm are given below.

=53 - a) 1)

where d; is target activation for unit j and a; is actual output activation.

oFE 0FE

where w,,; is the weight from unit ¢ to unit m and s,, is the weighted sum of

input to unit m.

oF
o = —(dm — am)am (1 — am) (23)
for output units m.
0F E
— 24
6sm ; 08k (24)

for all units m except output units, where the sum is over those units & to which

unit m sends its output.

0E

Awmi = =15 —

(25)

where 7 is a constant known as the learning rate.

As equation 25 suggests, backpropagation is a gradient descent algorithm -
connection weights in the network are adjusted according to the gradient of the
error surface, with steps being taken to travel down the gradient towards areas
of low error. The backpropagation algorithm takes its name from the function

carried out by equation 24 - the contribution made to error by units at layer
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n is propagated backwards to units at layer n — 1 and used to calculate their
contribution to error.

The connection weights in a network are typically set to small, random
values prior to training. A single pass through all the input-output pairings in
a training set is referred to as an epoch, and it can take hundreds of epochs to

learn a training set.

10 Appendix 2: Criteria for assigning senses to
over sentences

The following criteria were used to assign each sentence in the training set

outlined in Section 3.1 a meaning.

e Above: This was considered to be the appropriate sense of over if any of

the following criteria applied:

1. The trajector was an object capable of flight or suspension above the
landmark and the verb was is or hover. For example, the sun is over

the city and the helicopter hovers over the spot.

2. The trajector was bird, bee, cloud or sun and the verb was sit. The
landmark must be too large to be covered by such trajectors - if the
landmark was small relative to the trajector (spot or hole for birds
and bees, larger for clouds and the sun) then a cover meaning was
selected. The trajector was envisaged to be perched on a tree or
similar vantage point, as in the bird sits over the building and the
bees sit over the table, or hanging in the sky, as in the cloud sits over

the city or the sun sits over the mountain.

3. The trajector was human, the verb was stand and the landmark was
something of a size which a human could stand next to and lean
over, but not so small as to be covered by a human. For example,

the neighbours stand over the bed, the person stands over the table.
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4. The trajector was any object which cannot fly or hang in the air,
the verb was sit or is and the landmark was too large to be covered
by the trajector. This results in forcing slightly odd interpretations
on sentences such as the ball sits over the bed and the cat is over the
table, where the trajector must be viewed perched on some type of
shelf over the landmark. However, this is forced by the criteria of
above that there cannot be trajector-landmark contact. Landmarks
were restricted to household-type objects such as bed or table, to
rule out the extremely odd interpretation of sentences such as the
neighbour sits over the mountain, where the trajector is perched on

some kind of gigantic shelf structure.

e Above Across: This was considered to be the appropriate sense of over

if any of the following criteria applied:

1. The trajector was an plane, helicopter, sun or cloud, the verb was
fly, rise, or climb and the landmark was one which would not require
significant upward movement to pass over, relative to the size of
the trajector. Helicopters and planes only require significant upward
movement to pass over a hill or mountain. The sun and clouds can
pass over any landmark without significant upward movement. Ex-
amples include the sun rises over the mountain and the plane climbs

over the house

2. The trajector was bird or bee, the verb was fly and the landmark was
one which would not require significant upward movement to pass
over, relative to the size of the trajector. Birds and bees do not
require significant upward movement to pass over city, floor, ocean,

park, spot, crack or hole. For example, the bee flies over the floor.

3. The trajector was line, the verb was stretch or is and the landmark
was not hill or mountain (as these would require significant upward
movement). For example, the line is over the house and the line

stretches over the city.
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4. The trajector was line, the verb was run and the landmark was large
but not significantly tall. For example, the line runs over the park.
The line (cable) was envisaged to run across large areas such as these
suspended from pylons, whereas for small landmarks there was as-

sumed to be no pylons and therefore contact.

5. The trajector is a human, the verb is stretch and the landmark is a
small floor object which can be stretched over by humans without
contact. For example, the person stretched over the crack and the

neighbour stretched over the hole.

e Above Across Contact: This was considered to be the appropriate

sense of over if any of the following criteria applied:

1. The trajector was track or road, the verb was runs or climbs and the
landmark was not hill or mountain (as these would involve significant
upwards movement). For example, the track climbs over the bridge

and the roads run over the park.

2. The trajector was singular track or road, the verb was is, lies, sits or
stretches and the landmark was not hill or mountain (as these would
involve significant upwards movement) or hole or spot (as these would
be covered). For example, the track is over the park and the road

stretches over the floor.

3. The trajector was line, the verb was runs and the landmark was
not large or significantly tall (see criteria for above across). For

example, the line stretches over the floor.

4. The trajector was animate, the verb was run or walk and the land-
mark was not significantly tall (relative to the trajector) or a surface
area (sentences such as the person runs over the park were given the
“all over” interpretation. See Harris (1990, p18)). For example, the

person runs over the table and the bird walks over the crack.

5. The trajector was an object capable of being in contact with the

ground, the verb was roll and the landmark was not significantly tall
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(in relation to the trajector) or a large surface area. For example,
the car rolls over the bed, the neighbour rolls over the spot and the

helicopter rolls over the bridge.

6. The trajector was incapable of flight, the verb was climbs and the
trajector was not significantly tall. For example, the person climbs

over the wall and the neighbour climbs over the table.

7. The trajector was in singular form and capable of being in contact
with the ground, the verb was lies and the landmark was not hole or

spot. For example, the cat lies over the table.

8. The trajector is in singular form and a human, the verb is stretch
and the landmark is not very small or very large. For example, the
neighbour stretches over the bed and the person stretches over the

table.

e Above Across Up: This was considered to be the appropriate sense of

over if any of the following criteria applied:

1. The trajector was plane or helicopter, the verb was fly, rise, or climb
and the landmark was one which would require significant upward
movement to pass over. For example, the plane flew over the hill and

the helicopters climbed over the mountain.

2. The trajector was bee or bird, the verb was fly the landmark was one
which would require significant upward movement to pass over. For

example, the bee flew over the bed and the bird flew over the building.

3. The trajector was bee or bird and the verb was climb or rise. Any
protracted climb or rise was considered to be a significant upward
movement for birds and bees. For example, the bee climbs over the
spot and the bird rises over the city.For example, the bee climbed over

the city and the bird climbed over the house.

4. The trajector was line, the verb was stretch or run and the landmark
was hill or mountain. For example, the line stretches over the hill

and the lines stretch over the mountain.
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e Above Across Contact Up: This was considered to be the appropriate
sense of over if the sentence fit the criteria for Above Across Contact
except that significant upward movement relative to the trajector is re-
quired. For example, the road runs over the hill, the line lies over the

mountain, the cow climbs over the hill and the bee runs over the bed.

e Above Across Contact Up End-point: This was considered to be
the appropriate sense of over if the verb was live, is or belong and the
landmark was bridge, hill or mountain. For example, the roads are over
the mountain, the neighbours live over the hill, the car belongs over the

bridge.

e Cover: This was considered to be the appropriate sense of over if any of

the following criteria applied:

1. The trajector was clouds. For example, the clouds sit over the city

and the clouds lie over the ocean.

2. The trajector was cloud and the verb was stretch, spread or lie. For
example, the cloud stretches over the building and the cloud lies over

the park.

3. The trajector was cloud, the verb was sits or is and the landmark
was not a large area. For example, the cloud is over the spot and the

cloud sits over the bridge.

e Cover Contact: This was considered to be the appropriate sense of over

if any of the following criteria applied:

1. The trajector was the singular or plural form of cloth, carpet or ocean,
unless the criteria for Above Across Contact Up End-point ap-
ply. For example, the cloth spreads over the floor, the ocean lies over

the mountain and the carpet is over the park.

2. The trajector was in singular form and capable of touching the ground,

the verb was stretches, lies, sits, stands or is and the landmark is hole
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or spot and the criteria for Above do not apply. For example, the
track is over the hole, the car stretches over the spot and the neighbour

is over the spot.

3. The trajector was in plural form and capable of touching the ground,
the verb was stretches, lies, sits, stands or is and the criteria for
Above do not apply. For example, the tracks stretch over the park,

the cows sit over the city and the helicopters spread over the floor.

4. The trajector was an object capable of touching the ground, the verb
was ran, roll or walk and the landmark was city, floor or park. This
is the “all over” interpretation over over. For example, the cow ran

(all) over the city and the cars roll (all) over the park.

11 Appendix 3: The grammar

The grammar used to generate the set of sentences which form the basis of the
training sets described in Sections 5 and 6 is outlined below. This grammar
was implemented using Prolog. The selectional properties of verbs which place
restrictions on which nouns and prepositional phrases appear as their arguments

were included in the Prolog grammar, but are omitted here.
S --> NP VP

NP --> the N

VP --> V(intrans) (PP)

VP --> V(trans) NP (PP)

VP --> V(ditransl) NP NP

VP --> V(ditrans2) NP NP

PP --> P NP

N --> bee | bird | cow | cat | person | man | woman | car | plane
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ball | cable | bottle | water | spot | city | park | house

floor | carpet | bed | hill | track
P ——> over | onto | into | to | on | from | with

V(intrans) --> jump | live | roll | fly | walk | spread | break | move
V(trans) --> pour | load | drop | kick | buy
V(ditransl) --> give | send

V(ditrans2) --> give | take | send | put

12 Appendix 4: Verb and noun taxonomies

The taxonomy of the verbs used in the training sets described in Sections 5 and
6 is illustrated in Figure 36. The taxonomy of the nouns used in the training

sets described in Section 5 is illustrated in Figures 37 and 38.
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Figure 36: A taxonomy of verbs, based loosely on WordNet.
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Figure 37: A taxonomy of nouns, based on WordNet.
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Figure 38: A taxonomy of nouns, based on WordNet.
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